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ȁȁDavid Hume, 1748

ȔAll reasonings concerning matter of 
fact seem to be founded on the relation 
of cause and effect. By means of that
relation alone we can go beyond the 
evidence of our memory and senses.ȕ



Captain Robert Falcon Scott

Imagine you went back to a century ago and 
ĪĺĝĴąāǧ6äőŞäĝĴǧ±üĺŞŞȗŘǧ ĴŞäŔüŞĝüǧążőąāĝŞĝĺĴǧǲ
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The AI Scaling Law

https://ai.googleblog.com/2022/04/pathways-language-model-palm-scaling-to.html

For more information, check 
ȔªäŞěŷäŽŘǧfäĴėţäėąǧkĺāąĮǧȆPaLM): 
Scaling to 540 Billion Parameters for 
5ŔąäĬŞěŔĺţėěǧªąŔĖĺŔĳäĴüąȕǯǧƯƭƯƯ

The PaLMpretraining dataset consists of a high-quality corpus of 780 billion tokens. P7



What Can Go Wrong?

A failure case ofChatGPT: ChatGPT, one of the best AI-powered chatbots trained using 
Reinforcement Learning from Human Feedback (RLHF) to align with human values. P8
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Reinforcement Learning from Human Feedback (RLHF) to align with human values.



Ȕ·ěĝŘǧĝāąäǧŞěäŞǧŷąȝŔąǧėĺĝĴėǧŞĺǧjust scale up the current 
large language models and eventually human-level AI will 
emergeȁWǧāĺĴȗŞǧûąĮĝąŶąǧŞěĝŘǧäŞǧäĮĮǯǧĴĺŞǧĖĺŔǧĺĴąǧŘąüĺĴāǮȕ

Yann Lecun
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ȔkţüěǧĺĖǧŞěĝŘǧāäŞä-centric history still haunts us today. We live in an 
era that presumes Big Data to be the solution to all our problems. 
6ĺţŔŘąŘǧĝĴǧȖāäŞäǧŘüĝąĴüąȗǧäŔąǧőŔĺĮĝĖąŔäŞĝĴėǧĝĴǧĺţŔǧţĴĝŶąŔŘĝŞĝąŘǯǧäĴāǧĪĺûŘǧ
ĖĺŔǧȖāäŞäǧŘüĝąĴŞĝŘŞŘȗǧäŔąǧĮţüŔäŞĝŶąǧĝĴǧŞěąǧüĺĳőäĴĝąŘǧŞěäŞǧőäŔŞĝüĝőäŞąǧĝĴǧ
ŞěąǧȖāäŞäǧąüĺĴĺĳŽǮȗǧ5ţŞǧWǧěĺőąǧŷĝŞěǧŞěĝŘǧûĺĺĬǧŞĺǧüĺĴŶĝĴüąǧŽĺţǧŞěäŞǧ
data are profoundly dumbǮȕJudea Pearl
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ȔrĴąǧĺĖǧŞěąǧûĝėǧāąûäŞąŘǧŞěąŘąǧāäŽŘǧĝŘǰǧWhat are the elements 
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Yoshua Bengio

Judea Pearl
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Goals of This Tutorial
1. Introduce basic concepts of causality and reinforcement learning.

2. Discuss what causal reinforcement learning is and how it is different 
from traditional reinforcement learning.

3. Explore recent advances in causal reinforcement learning.
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Tutorial Outline

Sample Efficiency
Generalization Ability
Reliability



Correlation vs. Causation

There is a strong correlationbetween rotten meat and 
scurvy in historical data, but eating rotten meat does 
not causescurvy. The lack of vitamin C does.

P17
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Judea Pearl
ȔThe Book of Whyȕ, 2018

Ladder of Causation



Judea Pearl
ȔThe Book of Whyȕ, 2018

Ladder of Causation



Judea Pearl

Ladder of Causation

ȔThe Book of Whyȕ, 2018



Structural Causal Model (SCM)

Definition . An  SCM is represented by a quadruple  (V, U , F,  P (U)) , where

ÅV =  {V1, V2, · · · , Vm} is a set of endogenous variables that are of interest in a research problem,

ÅU =  {U1, U2, · · · , Un} is a set of exogenous variables that represent the source of stochasticity in 
the model and are determined by external factors that are generally unobservable,,

ÅP (U) is the joint  probability  distribution  of the exogenous variables in U.

ÅF = { f1, f2, · · · , f m } is a set of structural equations that assign values to eachof the variables in V

such that f i maps PA(Vi) ᷾Ui to Vi, where PA(Vi) ṖV\ Vi and Ui ṖU

U1 ʵ U2 ʵ · · · ʵUn

P21



Structural Causal Model (SCM)

Anexampleof SCM with structural equations 
& ὪȟὪȟὪ

Structural Equations

ὢ: food consumption,
ὤǰintake of vitamin C,
ὣ: occurrence of scurvy P22
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Structural Causal Model (SCM)

Anexampleof SCM with structural equations 
& ὪȟὪȟὪ

Endogenous Variables
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ὢ: food consumption,
ὤǰintake of vitamin C,
ὣ: occurrence of scurvy
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Structural Causal Model (SCM)

Anexampleof SCM with structural equations 
& ὪȟὪȟὪ

Exogenous Variables
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ὢ: food consumption,
ὤǰintake of vitamin C,
ὣ: occurrence of scurvy
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Causal Graph

Causal Graph
Anexampleof SCM with structural equations 

& ὪȟὪȟὪ

Mediator
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food 
consumption

intake of 
vitamin C

occurrence of 
scurvy

ὢ: food consumption,
ὤǰintake of vitamin C,
ὣ: occurrence of scurvy

ὢ ὣὤ Ὢȡ
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Observations vs. Interventions

Observations
Passivelyobserve people with 
different food consumption.

P26



Observations vs. Interventions

Observations
Q: What does consuming citrus fruits tell 
me about the possibility of getting scurvy?
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Observations vs. Interventions

InterventionsObservations
Q: What does consuming citrus fruits tell 
me about the possibility of getting scurvy?

Activelyforce all sailors to 
consume fresh citrus fruits.

P28



Observations vs. Interventions

InterventionsObservations
Q: What does consuming citrus fruits tell 
me about the possibility of getting scurvy?

Q: What if all sailors consume fresh citrus 
fruits, will they get scurvy?

P29



Interventions

Interventions
Q: What if all sailors consume fresh citrus 

fruits, will they get scurvy?

Ὢȡ

Ὢȡ

Ὢȡ

ὢ ὣὤ

Causal Graph

NewSCM

ὤὤ

ὤ

P30



Statistical vs. Causal Model
For more information, check 
ȕ·ĺŷäŔāŘǧ6äţŘäĮǧ
­ąőŔąŘąĴŞäŞĝĺĴǧfąäŔĴĝĴėȔǯǧ
Proceedings of the IEEE 2021

Causal models are inherently more 
powerful than statistical models!

Difference between statistical (left) and causal models (right) on a given set of 
three variables. While a statistical model specifies a single probability distribution, 
a causal model represents a set of distributions, one for each possible 
intervention (indicated with a    in the figure) P31



Counterfactuals

Observations
Passively observe people who 
consume rotten meat can also 

get scurvy.

Factual World

P32

ὢ: food consumption,
ὤǰintake of vitamin C,
ὣ: occurrence of scurvy



Counterfactuals

CounterfactualsObservations
Passively observe people who 
consume rotten meat can also 

get scurvy.

Imagine a world that is slightly 
different from the one we observed.

Counterfactual 
World

P33



Counterfactuals

Counterfactuals
Q: Considering that they consumed rotten meat in 
reality, what would have happened if the sailors 

had consumed citrus fruits instead?

Observations
Passively observe people who 
consume rotten meat can also 

get scurvy.

Counterfactual 
World

P34



ὢ ὢ

ὢ

ὢ ὢ

ὢ

ὖ╧ ὖὢ0!ὢ

ὖὢ ɇὖὢ ὢ ɇὖὢ ὢ ɇὖὢ ὢȟὢȟὢ

ɇὖὢ ὢ ɇὖὢ ὢ

Causal Factorization
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Non-Causal Factorization
e.g.,

Causal Factorization

Causal factorization yields practical computational advantages during inference. P37

Non-Causal vs. Causal Factorization
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Non-Causal Factorization
e.g.,

Causal Factorization

Causal factorization is more robust to variations. P38

Non-Causal vs. Causal Factorization



Independent Causal Mechanism
Independent Causal Mechanisms (ICM)  Principle. 

The causal generative process of a systemôs variables 

is composed of autonomous modules that do not inform 

or influence each other. In the probabilistic case, this 

means that the conditional distribution of each variable 

given its causes (i.e., its mechanism) does not inform 

or influence the other mechanisms.

Applied to the causal factorization, this principle tells us that the factors should be 
independent in the sense that
(a) changing (or performing an intervention upon) one mechanism ὖὢ0!ὢ

does not change any of the other mechanisms ὖὢ0!ὢ Ὥ ὮȢ

(b) Knowing some other mechanisms ὖὢ0!ὢ Ὥ Ὦdoes not give us 
informationabout a mechanismὖὢ0!ὢ . P39

For more information, check 
ȕ·ĺŷäŔāŘǧ6äţŘäĮǧ
­ąőŔąŘąĴŞäŞĝĺĴǧfąäŔĴĝĴėȔǯǧ
Proceedings of the IEEE 2021



ǒ Pearl's Ladder of Causation is a conceptual framework that categorizes levels of causal 
relationships, spanning from association, intervention, and counterfactuals.

ǒ Structural Causal Model (SCM) provides a powerful framework for representing and analyzing 
causal relationships, offering a systematic approach to climb the Ladder of Causation.

ǒ Interventions refer to activelymanipulating variables, leading to a set of possible joint 
distributions, but a statistical model typically captures only one of them.

ǒ Counterfactualsallow us to envision the outcomes of different decisions through the lens of 
imaginationand retrospection.

ǒ Causal Factorization decompose a joint distribution into independent causal mechanisms, 
yielding practical computational advantages and is robust to variations.

Summary (so far)

P40



Reinforcement Learning (RL)

Initial 
Observation

Agent Environment

P41

Receive an initial observation



Reinforcement Learning (RL)
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Action

Agent Environment

Make a decision



Reinforcement Learning (RL)

P43

New Observation
& Reward

Agent Environment

Receive and learning from feedback



Reinforcement Learning (RL)

The agent-environment feedback loop
P44

Observation
& Reward

Agent Environment

Action



Markov Decision Process (MDP)
Definition (Markov decisionprocess). An MDPִי is specifiedby a tuple ꜝ ,ה ,ὖ,Ὑ,А,‎, where

Åהdenotesthestatespaceandꜝdenotestheactionspace,

Åὖ:ה×ꜝ×הŸ πȟρ is the transition probabilityfunctionthat yieldstheprobabilityof transitioning 

into thenext statesί after takinganactionὥ at thecurrentstateί,

ÅὙ:ה×ꜝ Ÿ R is therewardfunctionthatassignsthe immediaterewardfor takinganactionὥ at 

stateί,

ÅА:הŸ πȟρ is theprobabilitydistributionthatspecifiesthegenerationof the initial state,and

Å‎ᶰ πȟρ denotesthediscountfactor thataccountsfor how muchfutureeventslosetheir valueas 

time passes.

RL aims to maximize the expected cumulative reward rather than the immediate one.
Ὃ Ὑ ‎Ὑ ȣ ‎Ὑ Ὑ P45



Markov Decision Process (MDP)
Definition (Markov decisionprocess). An MDPִי is specifiedby a tuple ꜝ ,ה ,ὖ,Ὑ,А,‎

RL aims to maximize the expected cumulative reward rather than the immediate one.

In essence, we want the agent to maximize

%ὋȿὛȟÄÏὃ ὥ ȟ

the expected cumulative reward across a sequence of interventions.

P46



Markov Decision Process (MDP)
Definition (Markov decisionprocess). An MDPִי is specifiedby a tuple ꜝ ,ה ,ὖ,Ὑ,А,‎

We can always cast an MDP into an SCM without imposing 
extra constraints. 

Å The state, action, and reward at each step correspond to 
endogenous variables. 

Å The state transition and reward functions are casted into 
structural equations ꞈin the SCM, represented by 
deterministic functions with independent exogenous variables. 

Ὓ Ὓ

ὃ Ὑ

Causal Graph

P47



Policy

Definition (Policy). A policy is defined as the probability distribution of actions 

at a give state:

“ὃ ὥὛ ίȟᶅὛᶰהȟ

where ὃ ᶰꜝ ί is the state specificaction space.

P48



Policy

Definition (Policy). A policy is defined as the probability distribution of actions 

at a give state:

“ὃ ὥὛ ίȟᶅὛᶰהȟ

where ὃ ᶰꜝ ί is the state specificaction space.

Ὓ Ὓ

ὃ Ὑ

A policy “performs a soft intervention that 
preserves the dependency of the action on the state

P49



Online vs. Offline RL

Observation
& Reward

Action

Agent AgentEnvironment EnvironmentBuffer

Offline Reinforcement LearningOnline Reinforcement Learning

The agent can actively intervene in the environment. The agent can only passively observe the outcomes.
P50



Model-free vs. Model-based RL

Model-free methods involve learning 
optimal policies or value functions 
directly from interaction with the 
environment without explicitly 
building a model of the 
environment's dynamics.

Model-based methods, on the other 
hand, revolve around creating and 
utilizing an explicit model of the 
environment to simulate and plan 
ahead for making informed 
decisions in reinforcement learning 
scenarios.

P51



Model-free vs. Model-based RL

Model-based methods, on the other 
hand, revolve around creating and 
utilizing an explicit model of the 
environment to simulate and plan 
ahead for making informed 
decisions in reinforcement learning 
scenarios.

TěąǧäûĝĮĝŞŽǧŞĺǧĮąäŔĴǧȔworld modelsȕǧȁinternal 
models of how the world works ȁmay be 
the key to build human-level AI.

Yann Lecun

Q: How to construct an internal causal model 
that describes the causal relationships 
between variables (concepts) governing the 
data generation process in our world?

P52



Causal Reinforcement Learning

Definition (Causal Reinforcement Learning). Causal RL is an umbrella term for RL approaches that 

incorporate additional assumptions or prior knowledgeto analyze and understand the causal mechanisms 

underlying actions and their consequences, enabling agents to make more informed and effective decisions.

Traditional RL methods focus on 
learning the optimal policies 
through interactions with the 
environment, without explicitly 
considering the causal 
relationships between actions 
and outcomes.

Causal RL, in contrast, go beyond 
the traditional framework by 
incorporating additional assumptions 
or prior knowledge about causality, 
empowering agents with a deeper 
understanding of the underlying 
dynamicsof the world.

P53



Causal Reinforcement Learning

Definition (Causal Reinforcement Learning). Causal RL is an umbrella term for RL approaches that 

incorporate additional assumptions or prior knowledgeto analyze and understand the causal mechanisms 

underlying actions and their consequences, enabling agents to make more informed and effective decisions.

Causal RL, in contrast, go beyond 
the traditional framework by 
incorporating additional assumptions 
or prior knowledge about causality, 
empowering agents with a deeper 
understanding of the underlying 
dynamicsof the world.

P54

Go beyond the evidence 
of memory and senses!



ǒ Reinforcement Learning (RL) focuses on sequential decision-making problems, where an 
agent intervenes in an environment with the goal of maximizing cumulative rewards.

ǒ AMarkov Decision Process (MDP) describes the dynamics of the environment during 
interaction, and it can also be represented as an SCM.

ǒ A policyguides an agent's decision-making by mapping states to appropriate actions. 

ǒ RL methods can be categorized in various ways, such as online vs. offline and model-free vs. 
model-based methods.

ǒ Causal RL aims to incorporate causality into RL, enabling agents to understand the world 
better and make more informed decisions.

Summary

P55
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Causal RL
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For more information, check 
Ȕ6äţŘäĮǧ­ąĝĴĖĺŔüąĳąĴŞǧ
fąäŔĴĝĴėǰǧ ǧ±ţŔŶąŽȕǯǧ·kf­ǧ
2023



Causal RL
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For more information, check 
Ȕ6äţŘäĮǧ­ąĝĴĖĺŔüąĳąĴŞǧ
fąäŔĴĝĴėǰǧ ǧ±ţŔŶąŽȕǯǧ·kf­ǧ
2023



Sample Efficiency

AlphaGo

σ ρπgames of self-play

AlphaStar

ς ρπyears of self-play

rőąĴ Wǧ­ţûĝĬȗŘǧ6ţûą

ρπyears of simulation

P59Does human learning also require such a large sample size?



Sample Efficiency

AlphaGo

σ ρπgames of self-play

AlphaStar

ς ρπyears of self-play

rőąĴ Wǧ­ţûĝĬȗŘǧ6ţûą

ρπyears of simulation

How can explorationbe made more efficient? 
Are all unexplored areas in the state space equally important?

What are the causal variables that govern the environmental dynamics? 
Can we accelerate the learning process by utilizing these factors?

How can agents be equipped with reflective capabilities? 
Can agents effectively learn from imaginative experiences?

RQ1

RQ2

RQ3

P60



Directed Exploration

How can explorationbe made more efficient? 
Are all unexplored areas in the state space equally important?

RQ1

P61



Directed Exploration
For more information, check 
Ȕ6äţŘäĮǧWĴĖĮţąĴüąǧ;ąŞąüŞĝĺĴǧ
for Improving Efficiency in 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧ
NeurIPS 2021

How can exploration be made more efficient? 
Are all unexplored areas in the state space equally important?

RQ1

Causal Graph

P62



Directed Exploration
For more information, check 
Ȕ6äţŘäĮǧWĴĖĮţąĴüąǧ;ąŞąüŞĝĺĴǧ
for Improving Efficiency in 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧ
NeurIPS 2021

How can exploration be made more efficient? 
Are all unexplored areas in the state space equally important?

RQ1

How to infer the influence the action has in a specific state configuration Ὓ ί?

Causal Graph

P63



Directed Exploration
For more information, check 
Ȕ6äţŘäĮǧWĴĖĮţąĴüąǧ;ąŞąüŞĝĺĴǧ
for Improving Efficiency in 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧ
NeurIPS 2021

How can exploration be made more efficient? 
Are all unexplored areas in the state space equally important?

RQ1

How to infer the influence the action has in a specific state configuration Ὓ ί?
Conditional Action Influence (CAI)

ὅ ίḧ ὍὛȠὃ Ὓ ί %ͯ $ ὖ ȿȟ ὖ ȿ

Causal Graph
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Directed Exploration
For more information, check 
Ȕ6äţŘäĮǧWĴĖĮţąĴüąǧ;ąŞąüŞĝĺĴǧ
for Improving Efficiency in 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧ
NeurIPS 2021

How can exploration be made more efficient? 
Are all unexplored areas in the state space equally important?

RQ1

Visualizing CAI

ÅCausal influence as intrinsic motivation

ÅGreedy w.r.t action influence

ÅCausal influence as replay priority

Causal Graph
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Directed Exploration
For more information, check 
Ȕ6äţŘäĮǧWĴĖĮţąĴüąǧ;ąŞąüŞĝĺĴǧ
for Improving Efficiency in 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧ
NeurIPS 2021

How can exploration be made more efficient? 
Are all unexplored areas in the state space equally important?

RQ1

Causal Graph
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Visualizing CAI

ÅCausal influence as intrinsic motivation

ÅGreedy w.r.t action influence

ÅCausal influence as replay priority
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Causal Representation

What are the causal variables that govern the environmental dynamics? 
Can we accelerate the learning process by utilizing these factors?

RQ2
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Causal Representation
What are the causal variables that govern the environmental dynamics? 
Can we accelerate the learning process by utilizing these factors?

RQ2

For more information, check 
Ȕ6äţŘäĮǧ6ţŔĝĺŘĝŞŽǰǧ­fǧ ėąĴŞŘǧ
Discovering Self-supervised 
Experiments for
Causal Representation 
fąäŔĴĝĴėȕǯǧW6kfǧƯƭƯƮ
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Causal Representation
What are the causal variables that govern the environmental dynamics? 
Can we accelerate the learning process by utilizing these factors?

RQ2

For more information, check 
Ȕ6äţŘäĮǧ6ţŔĝĺŘĝŞŽǰǧ­fǧ ėąĴŞŘǧ
Discovering Self-supervised 
Experiments for
Causal Representation 
fąäŔĴĝĴėȕǯǧW6kfǧƯƭƯƮ

How to empower agents to discover 
semantically meaningful experimental 
behaviors rather than maximizing 
reward for a particular task?Causal Factor1: Shape

Causal Factor2: Mass

Causal Factor3: Size
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Causal Representation
What are the causal variables that govern the environmental dynamics? 
Can we accelerate the learning process by utilizing these factors?

RQ2

For more information, check 
Ȕ6äţŘäĮǧ6ţŔĝĺŘĝŞŽǰǧ­fǧ ėąĴŞŘǧ
Discovering Self-supervised 
Experiments for
Causal Representation 
fąäŔĴĝĴėȕǯǧW6kfǧƯƭƯƮ

How to empower agents to discover 
semantically meaningful experimental 
behaviors rather than maximizing 
reward for a particular task?

P71



Causal Representation
What are the causal variables that govern the environmental dynamics? 
Can we accelerate the learning process by utilizing these factors?

RQ2

For more information, check 
Ȕ6äţŘäĮǧ6ţŔĝĺŘĝŞŽǰǧ­fǧ ėąĴŞŘǧ
Discovering Self-supervised 
Experiments for
Causal Representation 
fąäŔĴĝĴėȕǯǧW6kfǧƯƭƯƮ

How to empower agents to discover 
semantically meaningful experimental 
behaviors rather than maximizing 
reward for a particular task?

Independent Causal Mechanism

The information in anobserved 
trajectory is the sum of information 
ȔĝĴĪąüŞąāȕǧĝĴŞĺǧĝŞǧĖŔĺĳǧŞěąǧĳţĮŞĝőĮąǧ
causes

The information content will be 
greater for a larger number of 
causal parents in the graph.

ICM
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Causal Representation
What are the causal variables that govern the environmental dynamics? 
Can we accelerate the learning process by utilizing these factors?

RQ2

For more information, check 
Ȕ6äţŘäĮǧ6ţŔĝĺŘĝŞŽǰǧ­fǧ ėąĴŞŘǧ
Discovering Self-supervised 
Experiments for
Causal Representation 
fąäŔĴĝĴėȕǯǧW6kfǧƯƭƯƮ

How to empower agents to discover 
semantically meaningful experimental 
behaviors rather than maximizing 
reward for a particular task?

One-Factor-at-A-Time

We want to search for one causal 
factor at a time.

Find an action sequence for which 
the number of causal parents of is 
low, i.e., the complexity of /.

Independent Causal Mechanism

ICM

P73



Causal Representation
What are the causal variables that govern the environmental dynamics? 
Can we accelerate the learning process by utilizing these factors?

RQ2

For more information, check 
Ȕ6äţŘäĮǧ6ţŔĝĺŘĝŞŽǰǧ­fǧ ėąĴŞŘǧ
Discovering Self-supervised 
Experiments for
Causal Representation 
fąäŔĴĝĴėȕǯǧW6kfǧƯƭƯƮ

How to empower agents to discover 
semantically meaningful experimental 
behaviors rather than maximizing 
reward for a particular task?

Minimizing the complexity Maximizing the causal curiosity

ὥȡ
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ȡ
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ȡ
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ICM
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Causal Representation
What are the causal variables that govern the environmental dynamics? 
Can we accelerate the learning process by utilizing these factors?

RQ2

For more information, check 
Ȕ6äţŘäĮǧ6ţŔĝĺŘĝŞŽǰǧ­fǧ ėąĴŞŘǧ
Discovering Self-supervised 
Experiments for
Causal Representation 
fąäŔĴĝĴėȕǯǧW6kfǧƯƭƯƮ

How to empower agents to discover 
semantically meaningful experimental 
behaviors rather than maximizing 
reward for a particular task?

Minimizing the complexity Maximizing the causal curiosity

ὥȡ
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ȡ
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Assume -is a bimodal 
clustering model.

ICM
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Causal Representation
What are the causal variables that govern the environmental dynamics? 
Can we accelerate the learning process by utilizing these factors?

RQ2

For more information, check 
Ȕ6äţŘäĮǧ6ţŔĝĺŘĝŞŽǰǧ­fǧ ėąĴŞŘǧ
Discovering Self-supervised 
Experiments for
Causal Representation 
fąäŔĴĝĴėȕǯǧW6kfǧƯƭƯƮ

How to empower agents to discover 
semantically meaningful experimental 
behaviors rather than maximizing 
reward for a particular task?

The behaviors discovered by the agents while optimizing 

causal curiosity show high zero-shot Generalization 

Ability and converge to the same performance as 

conventional planners for downstream tasks.

ICM
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ὸ

Causal Factor1: Shape

Causal Factor2: Mass

Causal Factor3: Size
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For more information, check 
Ȕ6äţŘäĮǧ­ąĝĴĖĺŔüąĳąĴŞǧ
fąäŔĴĝĴėǰǧ ǧ±ţŔŶąŽȕǯǧ·kf­ǧ
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Counterfactual Reasoning

How can agents be equipped with reflective capabilities? 
Can agents effectively learn from imaginative experiences?

RQ3
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Counterfactual Reasoning
How can agents be equipped with reflective capabilities? 
Can agents effectively learn from imaginative experiences?

RQ3

P79

For more information, check 
Ȕ6äţŘäĮǧ­ąĝĴĖĺŔüąĳąĴŞǧ
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Counterfactual ReasoningSCM

For more information, check 
ȔWoulda, Coulda, Shoulda: 
Counterfactually-Guided 
ªĺĮĝüŽǧ±ąäŔüěȕǯǧW6f­ǧƯƭƮƶ

How can agents be equipped with reflective capabilities? 
Can agents effectively learn from imaginative experiences?

RQ3

Counterfactually-Guided Policy 

Search (CF-GPS) outperforms a 

naive model-based RL (MB-PS) 

algorithm as well as model-free 

methods

P80
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For more information, check 
Ȕ6äţŘäĮǧ­ąĝĴĖĺŔüąĳąĴŞǧ
fąäŔĴĝĴėǰǧ ǧ±ţŔŶąŽȕǯǧ·kf­ǧ
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Introduction
Causality Background
Reinforcement Learning Background
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Tutorial Outline

Sample Efficiency
Generalization Ability
Reliability
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Reinforcement Learning 

never worked, and òdeepó 

only helped a bit.
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Reinforcement Learning 

never worked, and òdeepó 

only helped a bit.

The reproducibility crisis

Generalization Ability
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Reinforcement Learning 

never worked, and òdeepó 

only helped a bit.
The reproducibility crisis

What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

What knowledge can be transferred? 
How can algorithms be designed to facilitate efficient adaptation?

RQ1

RQ2

Generalization Ability
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

Generalization Ability
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

For more information, check 
Ȕ ǧ±ţŔŶąŽǧĺĖǧGeneralisation
in Deep Reinforcement 
fąäŔĴĝĴėȕǯǧƯƭƯƮGeneralization Ability
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

For more information, check 
Ȕ ǧ±ţŔŶąŽǧĺĖǧGeneralisation
in Deep Reinforcement 
fąäŔĴĝĴėȕǯǧƯƭƯƮGeneralization Ability
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

The reproducibility crisis

Ὓ Ὓ

ὃ Ὑ

ὅ

Each interventiondefines a new MDP but a non-causal 
model can only capture one of them.

Generalization Ability
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

The reproducibility crisis

Ὓ Ὓ

ὃ Ὑ

ὔ

Each interventiondefines a new MDP but a non-causal 
model can only capture one of them.

Different noises, e.g., black-out perturbation.

Generalization Ability
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

The reproducibility crisis

Ὓ Ὓ

ὃ Ὑ

Ὃ

Each interventiondefines a new MDP but a non-causal 
model can only capture one of them.

Different goals, e.g., target locations.

Generalization Ability
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For more information, check 
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

The reproducibility crisis

Ὓ Ὓ

ὃ Ὑ

ὖ

Each interventiondefines a new MDP but a non-causal 
model can only capture one of them.

Different physical properties, e.g., mass.

Generalization Ability

P94

For more information, check 
Ȕ6äţŘäĮǧ­ąĝĴĖĺŔüąĳąĴŞǧ
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

For more information, check 
Ȕ ǧ­ąĮäŞĝĺĴäĮǧWĴŞąŔŶąĴŞĝĺĴǧ őőŔĺäüěǧ
for Unsupervised Dynamics 
Generalization in Model-Based 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧW6f­ǧƯƭƯƯGeneralization
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

For more information, check 
Ȕ ǧ­ąĮäŞĝĺĴäĮǧWĴŞąŔŶąĴŞĝĺĴǧ őőŔĺäüěǧ
for Unsupervised Dynamics 
Generalization in Model-Based 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧW6f­ǧƯƭƯƯGeneralization

How can we ensure that the contextual 
variable ὤinferred from transition 
segments fromthe same environment 
is similar, while those from different 
environmentsare dissimilar?
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

For more information, check 
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for Unsupervised Dynamics 
Generalization in Model-Based 
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How can we ensure that the contextual 
variable ὤinferred from transition 
segments fromthe same environment 
is similar, while those from different 
environmentsare dissimilar?
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

For more information, check 
Ȕ ǧ­ąĮäŞĝĺĴäĮǧWĴŞąŔŶąĴŞĝĺĴǧ őőŔĺäüěǧ
for Unsupervised Dynamics 
Generalization in Model-Based 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧW6f­ǧƯƭƯƯGeneralization

How can we ensure that the contextual 
variable ὤinferred from transition 
segments fromthe same environment 
is similar, while those from different 
environmentsare dissimilar?
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

For more information, check 
Ȕ ǧ­ąĮäŞĝĺĴäĮǧWĴŞąŔŶąĴŞĝĺĴǧ őőŔĺäüěǧ
for Unsupervised Dynamics 
Generalization in Model-Based 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧW6f­ǧƯƭƯƯGeneralization

How can we ensure that the contextual 
variable ὤinferred from transition 
segments fromthe same environment 
is similar, while those from different 
environmentsare dissimilar?
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

For more information, check 
Ȕ ǧ­ąĮäŞĝĺĴäĮǧWĴŞąŔŶąĴŞĝĺĴǧ őőŔĺäüěǧ
for Unsupervised Dynamics 
Generalization in Model-Based 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧW6f­ǧƯƭƯƯGeneralization

How can we ensure that the contextual 
variable ὤinferred from transition 
segments fromthe same environment 
is similar, while those from different 
environmentsare dissimilar?

Estimating trajectory invariant information 
is insufficient because the estimated ὤs in 
the same environment will also be pushed 
apart, which may undermine the cluster 
compactness for estimated ὤs.
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

For more information, check 
Ȕ ǧ­ąĮäŞĝĺĴäĮǧWĴŞąŔŶąĴŞĝĺĴǧ őőŔĺäüěǧ
for Unsupervised Dynamics 
Generalization in Model-Based 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧW6f­ǧƯƭƯƯGeneralization

How can we ensure that the contextual 
variable ὤinferred from transition 
segments fromthe same environment 
is similar, while those from different 
environmentsare dissimilar?

The estimated ὤs in the same environment should have similar causal effect on Ὓ .

similarity

The causal effects induced by 
the same context are similar.
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What does generalization mean for agents? 
How can agents achieve reliable generalization despite unknown variations?

RQ1

For more information, check 
Ȕ ǧ­ąĮäŞĝĺĴäĮǧWĴŞąŔŶąĴŞĝĺĴǧ őőŔĺäüěǧ
for Unsupervised Dynamics 
Generalization in Model-Based 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧW6f­ǧƯƭƯƯGeneralization

How can we ensure that the contextual 
variable ὤinferred from transition 
segments fromthe same environment 
is similar, while those from different 
environmentsare dissimilar?

The causal effects induced by 
the same context are similar.
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What knowledge can be transferred? 
How can algorithms be designed to facilitate efficient adaptation?

RQ2

Knowledge Transfer
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What knowledge can be transferred? 
How can algorithms be designed to facilitate efficient adaptation?

RQ2

Knowledge Transfer
For more information, check 
ȔAdaRL: What, Where, And 
How to Adapt in Transfer 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧ
ICLR 2022
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What knowledge can be transferred? 
How can algorithms be designed to facilitate efficient adaptation?

RQ2

Knowledge Transfer
For more information, check 
ȔAdaRL: What, Where, And 
How to Adapt in Transfer 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧ
ICLR 2022

How to adapt reliably and 
efficiently to changes 
across domains with a few 
samples from the target 
domain, even in partially 
observable environments?
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What knowledge can be transferred? 
How can algorithms be designed to facilitate efficient adaptation?

RQ2

Knowledge Transfer
For more information, check 
ȔAdaRL: What, Where, And 
How to Adapt in Transfer 
­ąĝĴĖĺŔüąĳąĴŞǧfąäŔĴĝĴėȕǯǧ
ICLR 2022

How to adapt reliably and 
efficiently to changes 
across domains with a few 
samples from the target 
domain, even in partially 
observable environments?

Sparse Mechanisms Shift
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